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Abstract. Object ranking is an important problem in the realm of
preference learning. On the basis of training data in the form of a set of
rankings of objects, which are typically represented as feature vectors,
the goal is to learn a ranking function that predicts a linear order of any
new set of objects. Current approaches commonly focus on ranking
by scoring, i.e., on learning an underlying latent utility function that
seeks to capture the inherent utility of each object. These approaches,
however, are not able to take possible effects of context-dependence
into account, where context-dependence means that the utility or
usefulness of an object may also depend on what other objects are
available as alternatives. In this paper, we formalize the problem of
context-dependent ranking and present two general approaches based
on two natural representations of context-dependent ranking functions.
Both approaches are instantiated by means of appropriate neural
network architectures, which are evaluated on suitable benchmark
task.

1 Introduction
In preference learning [4], the learner is generally provided with a
set of items (e.g., products) for which preferences are known, and the
task is to learn a function that predicts preferences for a new set of
items (e.g., new products not seen so far), or for the same set of items
in a different situation (e.g., the same products but for a different user).
Frequently, the predicted preference relation is required to form a
total order, in which case we also speak of a ranking problem.

The focus of this abstract is on object ranking [2, 9]. Given training
data in the form of a set of exemplary rankings of subsets of objects,
the goal in object ranking is to learn a ranking function that is able to
predict the ranking of any new set of objects.

Many studies have shown that preferences are influenced by the
decision context, i.e., by the availability of other alternatives [6, 8, 10,
3]. Motivated by observations of that kind we consider the problem
of context-dependent ranking. In this regard, our contributions are as
follows. First, we formalize the problem of context-dependent ranking
and present two general approaches based on two natural represen-
tations of context-dependent ranking functions: First Evaluate Then
Aggregate (FETA) and First Aggregate Then Evaluate (FATE). Sec-
ond, both approaches are instantiated by means of appropriate neural
network architectures, called FETA-NET and FATE-NET, respec-
tively. These architectures can be trained in an end-to-end manner.
Third, we conduct an experimental evaluation of our methods, using
both synthetic and real-world data, for which context-dependence
is playing a relevant role. Empirically, we are able to show that our
methods outperform traditional approaches on these tasks.
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2 Object ranking
We assume a reference set of objects denoted by X , where each object
x ∈ X is described by a feature vector; thus, an object is a vector
x = (x1, . . . , xd) ∈ Rd, and X ⊆ Rd. A ranking task is specified by
a finite subset Q = {x1, . . . ,xn} ⊆ X of objects, for some n ∈ N,
and the task itself consists of predicting a preferential ordering of
these objects, that is, a ranking. Formally, a ranking function can thus
be understood as a mapping ρ : Q −→ R, whereQ = 2X \ ∅ is the
ranking task space (or simply task space) and R =

⋃
n∈[N ] Sn the

ranking space.
Methods for object ranking seek to induce a ranking function from

training data {(Qi, πi)}Ni=1 in the form ofN exemplary ranking tasks
Qi together with observed rankings πi. Typically, this is done by
learning a latent utility function U : X −→ R , which assigns a real-
valued score to each object x ∈ X . Given a task Q, a ranking is then
simply constructed by sorting the objects x ∈ Q according to their
scores. This approach implies important properties of the induced
preferences, i.e., the set of rankings {ρ(Q) |Q ∈ Q} produced by
ρ on the ranking task space. In particular, preferences have to be
transitive and, moreover, context-independent.

Context-independence means that the preference between two items
x and y does not depend on the set of other items Q \ {x,y} in the
query (which we consider as defining the context in which x and y
are ranked). More formally, consider any pair of items x,y ∈ X and
any subsets Q,Q′ ⊆ X such that x,y ∈ Q ∩ Q′. Moreover, let �
be the ranking induced by ρ on Q and �′ the corresponding ranking
on Q′. Then, context-independence implies that x � y if an only if
x �′ y. Obviously, context-independence is closely connected to the
famous Luce axiom of choice [7].

3 Context-Dependent Ranking
In practice, the assumption of context-independence of preferences
is often violated, because preferences of individuals are influenced
by the context in which decisions are made [1]. To capture effects of
context-dependence, our goal is to learn a generalized latent utility
function

U : X × 2X −→ R , (1)

which can be used in the same way to assign a score to each object
of the ranking task. Since the utility function has a second argument,
namely a context, it allows for representing context-dependent ranking
functions ρ

(
{x1, . . . ,xn}

)
= arg sorti∈[n] U

(
xi, Ci

)
, where for

each object xi in a task Q = {x1, . . . ,xn}, we denote by Ci =
C(xi) = Q \ {xi} = {x1, . . . ,xi−1,xi+1, . . . ,xn} its context in
this task.

The representation of a context-dependent utility function (1)
comes with (at least) two important challenges, which are both con-
nected to the fact that the second argument of such a function is a set
of variable size. First, the arity of the function is therefore not fixed,
because different ranking tasks, and hence different contexts, can have



different size. Second, the function should be permutation-invariant
(symmetric) with regard to the elements in the second argument,
the context, because the order in which the alternative objects are
presented does not play any role.

We will now describe two natural representations of context-
dependent ranking functions, which we can subsequently learn using
neural networks.

3.1 First Evaluate Then Aggregate
As for the problem of rating objects in contexts of variable size, one
possibility is to decompose a context into sub-contexts of a fixed size
k. More specifically, the idea is to learn context-dependent utility
functions of the form Uk : X × X k −→ R, and to represent the
original function (1) as an aggregation

U(x, C) =

K∑
k=1

Ūk(x, C) =

K∑
k=1

1(|C|
k

) ∑
C′⊆C
|C′|=k

Uk(x, C′) . (2)

Note that, provided permutation-invariance holds for Uk as well as
the aggregation, U itself will also be symmetric. Taking the arithmetic
average as an aggregation function, the second condition is obviously
satisfied. Thus, the problem that essentially remains is to guarantee
the symmetry of Uk.

Roughly speaking, the idea of the above decomposition is that
dependencies and interaction effects between objects only occur up
to a certain order K, or at least can be limited to this order without
losing too much information. This is an assumption that is commonly
made in the literature on aggregation functions [5] and also in other
types of applications. The special cases k = 0 and k = 1 correspond
to independence and pairwise interaction, respectively.

Our first approach realizes (2) for the special case K = 1, which
can be seen as a first-order approximation of a fully context-dependent
ranking function. Thus, we propose the representation of a ranking
function ρ which, in addition to a utility function U0 : X −→ [0, 1], is
based on a pairwise predicate U1 : X ×X −→ [0, 1]. Given a ranking
task Q = {x1, . . . ,xn} ⊆ X , a ranking is obtained as follows:

ρFETA(Q) = arg sort
i∈[n]

{
U0(xi) +

1

n− 1

∑
j∈[n]\{i}

U1(xi,xj)

}
We refer to this approach as First Evaluate Then Aggregate (FETA).

It is important to note that our interpretation of U1 is not the stan-
dard interpretation in terms of a pairwise preference relation. Instead,
U1(x,y) should be interpreted more generally as a measure of sup-
port given by y to x. In other words, a large value U1(x,y) suggests
that, whenever x and y are part of the objects to be ranked, x tends
to occupy a high position.

3.2 First Aggregate Then Evaluate
To deal with the problem of contexts of variable size, our previous ap-
proach was to decompose the context into sub-contexts of a fixed size,
evaluate an object x in each of the sub-contexts, and then aggregate
these evaluations into an overall assessment. An alternative to this
“first evaluate then aggregate” strategy, and in a sense contrariwise
approach, consists of first aggregating the context into a representation
of fixed size, and then evaluating the object x in this “super-context”.

More specifically, consider a ranking task Q. To evaluate an object
x in the context C(x) = Q \ {x}, the “first aggregate then evaluate”
(FATE) strategy first computes a representative for the context:

µC(x) =
1

|C(x)|
∑

y∈C(x)

φ(y) , (3)

where φ : X −→ Z maps each object y to an m-dimensional em-
bedding space Z ⊆ Rm. The evaluation itself is then realized by a
context-dependent utility function U : X × Z −→ R, so that we
eventually obtain a ranking ρFATE(Q) = arg sortx∈Q U(x, µC(x)) .
A computationally more efficient variant of this approach is obtained
by including an object x in its own context, i.e., by setting C(x) = Q
for all x ∈ Q. In this case, the aggregation (3) only needs to be
computed once.

3.3 Experiments
We implement both decompositions FETA and FATE as neural net-
works with the hinge ranking loss as the differentiable surrogate loss.
We compare our architectures empirically to state-of-the-art pointwise,
pairwise and deep latent utility models. The datasets we utilize are
both (semi-)synthetic and real-world datasets. Both of our approaches
outperform the benchmarks and FATE achieves slightly better results
than FETA.

4 Conclusion
In this abstract, we addressed the novel problem of learning context-
dependent ranking functions in the setting of object ranking and,
moreover, proposed two general solutions to this problem. These
solutions are based on two principled ways for representing context-
dependent ranking functions that accept ranking problems of any size
as input and guarantee symmetry. FETA (first evaluate then aggre-
gate) is a first-order approximation to a more general latent-utility
decomposition, which we proved to be flexible enough to learn any
ranking function in the limit. FATE (first aggregate then evaluate)
first transforms each object into an embedding space and computes
a representative of the context by averaging. Objects are then scored
with this representative as a fixed-size context.
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